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Introduction
The technology disruption that has transpired over the last 15 years as a result of data-driven digital transformation across retail 

banking, insurance, brokerage, and payment systems institutions has been relatively slow to pervade the asset management space, 

especially buy-side entities. 

Against that backdrop, large buy-side firms and systematic hedge funds have been pioneers in integrating quantitative and data 

science techniques into the traditional, fundamentals-driven investment process. They are, as a result, ahead of the technology 

adoption curve relative to their smaller peers. 

In fact, the asset management industry as a whole lags behind most others in data, analytics, and digitization, even though 

investment data is a foundation of its business model and customer offerings. Asset management ranked 24th among 34 industries 

in digitization, after both other financial institutions (such as retail banks) as well as separate industries such as transportation, 

pharmaceuticals, telecom, and media, according to a report by BCG and Morgan Stanley.1

This white paper will cover:

• Why investing in data science capabilities is necessary for today’s asset management firms

• Overarching trends in the asset management landscape that reinforce this need

• A detailed case study illustrating how buy-side firms can jumpstart their AI efforts and make more informed 

investment decisions

• Buy-side-specific data science platform evaluation criteria, including how Dataiku can help

 1https://www.bcg.com/en-us/publications/2018/global-asset-management-2018-digital-metamorphosis.aspx
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Key Macro Trends in the 
Asset Management Landscape 

In this section, we break down the main trends taking root in the asset management space and their connection to the steps asset 

managers are taking to understand their challenges and needs when evaluating data science and machine learning platforms.

Shift From Active to Passive: In 2018, the global Assets Under Management (AuM) declined — to $74.3 trillion from $77.3 trillion — 

but is expected to pick up in the midst of continuing the shift from active to passive. Total AuM is on pace to reach $101 trillion by 

2023, according to BCG estimates.2

In line with long-term trends, passive and solutions AuM is expected to rise at a higher rate, with active still expected to remain the 

bigger chunk in 2023. Passive business is a low-margin, high-volume business and the small-to-mid-size asset management firms 

don't have the scale to run passive assets profitably. 

2https://image-src.bcg.com/Images/BCG-Global-Asset-Management-2019-Will-These-20s-Roar-July-2019-R_tcm9-227414.pdf

Chart Source: Global Asset Management 2019, Boston Consulting Group
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Given the pressure on fees, larger firms have greater freedom and options in their decision 

set, due to their scale. However, that does not exempt smaller, more specialized firms 

from focusing on niche areas where they are strong and allocating sufficient resources 

to compete. 

For the asset managers in the middle, one of the factors determining success is how 

efficiently they close the technology gap relative to their larger peers.

Based on a BarclayHedge survey, 56% of the survey respondents use AI and machine 

learning to guide their investment processes5. Below is a breakdown of the investment 

process that is driven by machine learning techniques. As illustrated, hedge fund 

professionals are using AI and machine learning for tasks outside of trade execution, 

including investment ideation, data-driven portfolio creation, and risk management.

AuM Concentration: The large asset management firms continue to get a bigger share of net positive flow into the AuM pie, while 

smaller boutique firms are forced to carve out niches. However, a large percentage of actively managed funds have not outperformed, 

which has resulted in a downward fee pressure environment.

From a cost perspective, both large and small firms perform relatively better than those in the middle. Larger firms have been able to 

take advantage of their size to keep costs down and compensate for lower fees. More importantly, they are also most capable and likely 

to offer both passive and active fund offerings. 

Takeaways From These Trends:

Part of Investment Process Driven by Machine Learning Techniques

"At the beginning of 
the bull run, active 
had a nearly three to 
one advantage over 
passive in U.S. equity 
funds. That gap began 
to narrow significantly in 
2012 and has come down 
sharply since."

We believe that 20% to 
30% of asset managers 
qualify as pioneers, 
meaning that they are 
investing in data and 
analytics with conviction 
across a broad range of 
use cases. Pioneers employ 
analytics products across 
the firm and accelerate 
technology adoption. Many 
are on their way to building 
mature data and analytics 
organizations, though most 
have not yet reached their 
destination.” 

- 2019 Global Asset Management 
Report, Boston Consulting Group4

- Morningstar3
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3https://www.cnbc.com/2019/03/19/passive-investing-now-controls-nearly-half-the-us-stock-market.html 
4https://image-src.bcg.com/Images/BCG-Global-Asset-Management-2019-Will-These-20s-Roar-July-2019-R_tcm9-227414.pdf 
5https://www.barclayhedge.com/insider/barclayhedge-survey-majority-of-hedge-fund-pros-use-ai-machine-learning-in-investment-strategies

“
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At their core, data science and machine learning platforms are tools that enable Enterprise AI by equipping people within the 

organization to:

• Use data to produce predictive analytics (or machine learning) solutions.

• Effectively scale by providing transparency and reproducibility throughout the team and within a given 

project.

• Access all data and work together on data projects in one central location (benefiting from collaboration and 

data governance, for example). 

Ultimately, data science and machine learning platforms are about establishing efficiencies and time savings throughout various 

stages of the process, from aggregating data sources to building machine models to deployment. They also function to mitigate 

the pressure associated with getting started in AI and, resultantly, help asset managers to dive in and jumpstart their AI efforts now 

rather than waiting. 

Irrespective of the extent to which end-to-end data science platforms are integrated into the workflow at buy-side organizations, 

data science teams have a unique role to play and portfolio managers will have to become more data science savvy in order to 

formulate high-quality questions for their data science teams. To that end, data science platforms will increasingly be more self-

service, multi-persona oriented, communicative, and collaborative. 

The “Why” Behind Data Science  
and Machine Learning Platforms  
for Asset Management
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Cross-functional usage of data science platforms will inevitably be table stakes in asset management firms, but the key question 

that is being considered (given that there is a lot of noise in terms of offering) is around build versus retooling using a commercial, 

best-in-class option. Building a homegrown data science platform from the ground up is a massive and expensive effort and has 

higher execution risk.  

Based on our observations from the field, we can posit that a significant number of asset management firms are evaluating a single 
platform for their evolving data science needs and initiatives. They frequently seek a platform that can integrate with every 

other internal system (Hadoop, disparate spreadsheets, API providers, etc.) that came before it as well as integration with the ones 

they plan to migrate to (Cloudera, Snowflake, etc.) over time. 

In this case study, we discuss the criteria employed by a collection of boutique asset management firms to evaluate commercial 

data science platforms and specifically, how Dataiku can enable Enterprise AI. It is important to note that the bulk of the IT operating 

expense was allocated to procuring data, not commercial data science platforms.

Case Study From the Field:  
The Journey to Enterprise AI 
for Asset Management Firms
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• Quickly growing teams of five to 10 data scientists with some portfolio management experience, 

embedded into the front office among quants, traders, and portfolio managers, with plans to scale to 

20-30 data scientists in cross-asset pod teams with three to five dedicated DevOps specialists. 

• Teams tend to have representation in allocation and risk committees.

• The main mandate is to develop tools and insights to help support factor-based investment strategies 

for clients and the firm, ranging from macroeconomic forecasts to sector and individual stock analysis to 

societal trends. 

• Additionally, the team helps the core investment team understand relationships between key 

factors of a market regime (especially less defined ones) and highly non-linear events, like volatility 

jumps in the U.S. equity and fixed-income markets.

• Other ad-hoc project examples include natural language processing (NLP) on contract covenants and 

government and company communication transcripts. Some are also building webapps for “what if” 

sensitivity analysis and visualization.

• A typical profile of a workload would require anywhere from five to 25GB of Random Access Memory 

(RAM) and 1 – 5 CPUs, with workload profiles expected to increase. 

• The current tool stack includes the following:

• Python libraries: alphalens, finmarketpy, pyfolio, scikit-learn, pandas

• NLP: Natural Language Toolkit (NLTK), flair, spaCy

• Charting: Matplotlib, PyNance and some D3.JS 

• Data Sources:

• Internal: Excel spreadsheets, MySQL/PostgreSQL, Hadoop  

• External: Factset, CEIC, FRED, Haver, Preqin etc.

Typical Data Science Team Profile for Asset Management Firms:
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Key Data Science, Machine Learning, 
and AI Platform Evaluation Criteria

End-to-End Experience

• Provides a first-class UX for portfolio managers, quants, data scientists, research 

analysts, and devOps, among others

• Covers the entire data development cycle, from preparation and ETL (grouping, filtering, 

joins) and downstream phases such as machine learning and data visualization

• Advocates for operationalization, or providing an efficient means to deploy data 

projects into production quickly and safely

Collaboration

• Promotes communication and information sharing between portfolio managers, quants, 

and traders (who are the domain experts) and the data scientists (who are the coders 

and modelers)

• Fosters increased collaboration between data scientists, given that the platform should 

be coder friendly

• Permits the creation of groups to ensure the right people (and teams) have visibility to 

specific projects

• Enables self-service analytics, which equips additional staff working with data — 

many of whom will be non-coders — to contribute to data projects along with the data 

scientists (or IT and data engineers) in a controlled environment 

Data science and machine learning platforms allow for the scalability, flexibility, and control required for asset management firms 

to thrive in the era of Enterprise AI because they provide a framework built on the tenets outlined below.

1

2
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Model Compliance

• Responsible AI and data governance help teams establish clear workflows and 

streamline the monitoring of workflows and data science projects.

• Traceability ensures that teams know who is working on specific projects, 

who has access to what information, data experts can easily build and share 

projects to be used by others, and everyone has visibility of when a decision 

is made to use an AI system for a specific end goal.

• Reproducibility and reusability are required to scale. Asset management 

firms need a tool designed to reduce repeated processes across projects and 

eliminates the glaring issue of repeating entire projects, which can once again 

help teams reach investment decisions faster.

Lock-In

• Legacy and Future Infrastructure Compatibility

• Can easily migrate to the cloud and integrate with cloud-native technologies 

like S3, Redshift, Snowflake, and Kubernetes

• Friction-Less Migration

3

4
We will break down each of the above mentioned criteria in more detail in the following sections.
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1. End-to-End Experience
Asset management firms should aim to manage the entire data science process through a single platform with minimal transitions 

across different technologies. This provides a much better user experience, particularly when multi-stakeholder teams are rapidly 

prototyping analytic products in an iterative, collaborative fashion. 

Many data science teams at asset management firms do not have a central analytics platform that lets analysts, portfolio 

managers, and traders collaborate and share ideas. Dataiku provides a centralized web browser-based interface for coders and 

non-coders alike to come together to work using recipes. Recipes are a collection of steps that represent data transformation 

or machine learning modeling that could be visual (point and click with minimal input) or purely code based. 

Examples of Various Recipes in Dataiku

Dataiku offers visual recipes, code recipes, and plugin recipes. Visual recipes cover a variety of common analytic use cases 

like aggregations or joins and do not require any code. A few examples are below: 

• The sync recipe allows one dataset to be synchronized to another.

• The prepare recipe enables the creation of data cleansing, normalization, and enrichment scripts in a 

visual and interactive way. 

• The window recipe allows analytics functions to be performed on any dataset, whether it is a SQL dataset 

or not. This is the equivalent of a SQL “over” statement.

• The join recipe enables joins between two or more datasets.
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Code recipes, conversely, execute a piece of user-defined code. A few examples are below:

• Python recipes can read and write datasets, regardless of their storage backend. They can use regular 

Python code to iterate on the rows of input datasets and write the rows of the output datasets or they 

can use Pandas dataframes.

• R recipes, like Python recipes, can read and write datasets, whatever their storage backend is. Dataiku 

provides a simple API to read and write them.

• PySpark recipes enable users to use Spark in Python, using the PySpark API. 

Finally, users can create custom recipe plugins by using Python and making it reusable.

Aside from Dataiku Flows being visual and thus self-documenting, here are some key capabilities that facilitate collaboration 

between portfolio managers, quants, traders, and data scientists.

Discussions: Cross-functional team members across the firm can use chat-like discussion threads inside Dataiku to 

interact and share insights amongst one another at a very granular level within a project. The feature allows teams to 

have discussions around every kind of object in Dataiku including projects, datasets, visual and code recipes, notebooks, 

machine learning models, dashboards, and insights. Notifications can be mapped externally to email systems via SMTP. 

However, we know that some firms may restrict communications only to their internal messaging compliance systems. 

2. Collaboration
Many asset management firms have data science teams embedded within the trading floor and, therefore, require a quick 

dissemination of ideas, insights, and hypotheses with non-quant stakeholders and other data scientists. Conversely, some firms 

leverage tools built by data scientists like transaction cost analysis platforms that predict the market impact of a trade or basket of 

trades.

In both scenarios, the mindset is to focus on framing the right questions throughout the process, thereby requiring a user-friendly 

environment that enables discussion, insights sharing, and broader involvement. Therefore, all forms of contributions to these 

discussions and insights are to be made fully transparent with annotation capability. 

Dataiku and Collaboration for Asset Management
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Wikis: Each Dataiku project contains a Wiki. The Wiki of a project can be used to:

• Document the data science project goals, inputs, outputs, inner workings, etc.

• Organize and track work by listing and tagging colleagues to assigned tasks and future enhancements 

within a project.

• Create and edit articles that document a project, group or projects, etc.

• Promote project traceability and responsible AI. 

Webapps: Webapps are interactive custom applications that can be built, hosted in Dataiku, and made available to 

portfolio managers and traders with access to the Dataiku project. Dataiku allows teams to write three kinds of webapps: 

standard web apps (HTML, CSS, and Javascript code), Shiny, and Bokeh. 

Dashboards: Dashboards enable teams to share elements of their data projects, either with other analysts working on the 

project or with users who don't have full access to the project. With dashboard visualizations, traders can run projects and 

view the results whenever they want and understand data teams' work and conclusions.

Project Sharing and Discussions in Dataiku
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The teams from the boutique firms we observed have “agile” coding cultures. Key criteria included moving existing legacy 

data science work — currently existing in Jupyter Notebooks — and continuing all work in the new platform going forward. 

As the data science teams continue to scale, they would like to emphasize reusability, along with consistent syntax and 

coding practices.

• All code recipes in Dataiku use a common layout and UX with a built-in code editor as well as Jupyter Notebook 

integration. Code recipes are available for Python, R, Spark R, Spark Scala, PySpark, and SQL. 

• Legacy code notebooks can be imported using Dataiku and then accessed and converted into code recipes inside 

the platform.

Code Notebooks Converted Into Code Recipes in Dataiku
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Plugins: Plugins extend the capabilities of Dataiku by letting teams create custom connectors, data transformations, 

machine learning techniques, and so on. Plugins are basically packaged Python/R-based code with a parameterized 

graphical user interface (GUI) wrapper that can be dragged and dropped.

These plugins can be made available and shared via the Dataiku plugin store. When a plugin is created in the plugin editor, 

a Git repository is associated with the plugin. Each change that is made in the editor (saving a file, adding a new plugin 

component, etc.) is automatically committed in the Git repository.

Plugin Recipes in Dataiku
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Code Snippets: From there, code snippets can be shared within the data science team.

Remote GIT Integration: Coders can import their custom libraries from Git. Since the import is entirely based on Git,  

it works with public or private repositories from any Git-hosting service like Github, Gitlab, or Bitbucket. 

Coders can create, delete, push, and pull Git branches of Dataiku projects directly from the platform. They can also now 

duplicate a project to work in isolation from what others are doing on the project and merge their changes back to the 

original project when they are ready.

Code Snippets in Dataiku

Import Custom Libraries From Git in Dataiku
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IDE Integration: Though the Dataiku interface has a built-in code editor and Jupyter Notebook interface, data scientists 

can build their code-based solutions interactively using their preferred integrated development environment (IDE), such as 

Atom, PyCharm, Sublime Text, VS Code, or RStudio.

Code Environment: Dataiku allows users to create an arbitrary number of standalone, self-contained “virtual” code 

environments to run Python or R code, depending on the project. Each code environment has its own set of packages 

without interaction across environments that can then be further mapped to infrastructure for containerized execution.

3. Model Compliance
Teams should keep robust documentation so any contributor can effectively explain what has been done in a specific project 

through Wikis, to-do lists, model versioning, activity logs, and so on. It is critical that all of these processes and guidelines are clear 

and upfront and that teams have a plan in place for comments, feedback, documentation, and reporting. 

Further, across the entire finance sector, data security is critical. Without a centralized platform to access and work with data, 

disparate datasets get stored across individual users’ laptops. This issue is compounded when an employee or contractor leaves 

the company, as they may have access to sensitive data and leave the remaining team to start a project over from scratch. Change 

traceability, versioning, reproducibility, and auto-documentation features are outlined below.

Firms Can Create Their Own Code Environments
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Model Versioning: Machine learning models when deployed into a Dataiku Flow are marked as the “active” version. As 

new models get retrained and deployed, both new and old versions of the models are always accessible and users can 

select specific versions of the model that they would like to deploy or review.

Reproducibility: At the time of model creation, a Dataiku project bundle is a snapshot of the project together with the 

metadata, which is data that is needed for the recomputation of the tasks including machine learning modeling. The 

metadata snapshot includes:

• Notebooks

• Analysis

• Recipes

• Metadata from datasets

• Metadata from saved models 

Optionally, teams can add the actual static data and saved models to the bundle. Reproducibility and reusability enables 

teams to save their work and reuse it in future processes and workflows to save time and increase efficiency.

Model Versioning in Dataiku

Change Traceability: Dataiku provides high-level statistics about the changes to a specific project as well as a detailed 

drill-down into individual changes to a project. This gives users the ability to:

• Effectively trace all actions performed in a Dataiku project.

• Understand the history of each object in a project.

• Revert changes.

• Work with multiple branches.
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Automated Model Documentation: A McKinsey survey of leading financial institutions found that 76% of respondents 

identified incomplete or poor quality of model submissions as the largest barrier for their validation timelines6. Dataiku 

is automating and standardizing model documentation generation to ensure that it aligns with regulatory guidelines, a 

feature that will be available in the next product release. With machine learning model documentation available at the click 

of a mouse, teams will be fostering an environment of responsible AI, traceability, and compliance — all while saving time. 

Further, having a platform built on explainable, white-box AI that provides transparency into what data is being used where, 

by whom, and in which models helps ensure that — as regulations and standards around data privacy and AI continue to 

develop and improve — teams can adjust with agility and achieve compliance.

Automated Challenger Model Benchmarking: Dataiku generates several challenger models as part of its AutoML 

capability, with extensive interpretability and explainability information. Dataiku provides customized model validation to 

customers’ operating needs that includes batch-based and near-real time prediction requests using Dataiku automation 

and API nodes, respectively.

For example, multiple machine learning models can be deployed as an API service to the Dataiku API node for A/B testing. 

Multiple models are active simultaneously, which can be selected at random to score each of your requests to the server.

4. Lock-In
Legacy and Future Infrastructure Compatibility:

There is a growing realization amongst asset management firms that building the infrastructure to handle compute needs doesn’t 

make much financial or operational sense. With the cloud, asset management firms don’t have to forecast and provision for the 

highest possible demand on compute and storage that will ever be placed on its on-prem infrastructure. Further, cloud-based 

computing allows for easier throttling of demand up and down instead of having to re-architect their on-premise systems.

Concerns about data security on the cloud are on the rapid decline since cloud vendors have a higher degree of core competence 

in preventing security breaches. Most platforms that the observed firms looked at lacked the user interface to be appealing to a 

wide user base, while at the same time being able to push parts of data science workflow execution to the cloud, making it more 

cost effective to use cloud infrastructure.

6https://www.mckinsey.com/business-functions/risk/our-insights/the-evolution-of-model-risk-management
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Dataiku gives its users the ability to focus on their tasks — drag and drop, code, train machine learning models,  

or deploy — without having to focus on the cloud technology (Kubernetes, Snowflake, Athena, and so on). The Dataiku 

user interface abstracts a lot of the underlying technicalities, while bringing the power of these cloud-based, auto-scaling 

technologies closer and more accessible to all user personas.

Scale Compute on the Cloud

Containerized Execution and API 
Deployment With Kubernetes

In-Database (SQL) Spark on Kubernetes

Users can run code inside a dynamically 

created Kubernetes cluster in the cloud 

environment of their choice — either to 

offload computation or convert a model 

to a real-time API service that runs 

continuously inside a container (e.g. for 

performing 1000s of credit checks). 

A cloud-specific Kubernetes service 

manages these requests and, if 

necessary, splits them across instances 

to balance the load.

Dataiku integrates with Snowflake, 

Google BigQuery, Redshift, Athena, 

Azure SQL, etc. Dataiku can orchestrate 

in-database read, transformation, or 

write functions using visual recipes, SQL 

code recipes, SQL notebooks, charts, 

and stats. 

Dataiku can be used to orchestrate fast 

path syncs to ensure data is moved 

efficiently, such as between Snowflake 

and either cloud storages like Azure 

blob storage, S3  or Spark, rather than 

via Dataiku, for maximum performance.

Users can leverage Kubernetes clusters 

to submit Spark jobs directly from 

Dataiku in a single click. 

Previously, users had to perform a 

series of manual steps, e.g., go into the 

cloud environment, create a K8s cluster, 

configure that cluster in Dataiku, and 

then run code (such as a Python or R 

recipe) in it.
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Furthermore with Dataiku, organizations can:

• Move from one underlying technology or cloud provider to another with minimal impact on data and 

AI projects, which mitigates the risk of technological lock-in and strategic IT or cloud dependency.

• Switch data sources and computation engines from past projects from one technology to another, 

which makes it easy to update and maintain them on new technology.

• Run data and AI projects across platforms, allowing organizations to operate across on-premise 

installations and cloud infrastructure.

• Perform all parts of the data-to-insights process, therefore eliminating the need to augment abilities 

with additional tools in the future.

Frictionless Migration Dataiku is installed in the customer's own environment, either on-prem or in the cloud. All 

datasets, connections, data transformations, code notebooks, machine learning models, and deployments are within the 

customer’s own environment. 

Inside Dataiku:

• Datasets can be exported.

• Most Visual recipes can be exported to code.

• Most Code recipes are accessible as files.

• Models can be exported depending on the license.
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Conclusion 

According to the O’Reilly report “AI Adoption in the Enterprise 2020,” the biggest barrier to AI adoption is a lack of institutional 

support.7 Further, according to BCG, only 20% to 30% of asset management firms are engaged in data and analytics.8  

Now more than ever, the onus lies on organizations — including buy-side entities — to evaluate how and why AI adoption 
can incite real business impact. 

Historically, asset managers have run successful companies by relying on portfolio managers and the intuition of their sales 

teams, but there has been a paradigm shift in recent years. The role of data and analytics has become heightened, most notably 

through the high-value, high-impact results it offers, while enabling competitive differentiation. 

By using data science and machine learning platforms to usher in these changes, asset management firms are essentially killing 

three birds with one stone. One, they are changing the mindset of stakeholders throughout the firm — data is not to be leveraged 

in ad-hoc, siloed projects, but rather the transition should be one that is thoughtful and holistic. 

Next, they are paving the way for a new business model, one that has data woven into every business process, underpinning 

essential business operations and ensuring relevance in a changing world. Lastly, they are enacting a framework for organizations 

to profitably scale and double down on efficiency when it comes to data initiatives. This alignment of people, processes, and 

technology therefore becomes business critical for asset management firms eager to thrive in an ever-evolving world.

7https://www.oreilly.com/radar/ai-adoption-in-the-enterprise-2020/ 
8https://image-src.bcg.com/Images/BCG-Global-Asset-Management-2019-Will-These-20s-Roar-July-2019-R_tcm9-227414.pdf
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Your Path to
Enterprise AI

300+
CUSTOMERS

30,000+
ACTIVE USERS
*data scientists, analysts, engineers, & more

Dataiku is one of the world’s leading AI and machine 

learning platforms, supporting agility in organizations’ 

data e�orts via collaborative, elastic, and responsible AI, 

all at enterprise scale. Hundreds of companies use 

Dataiku to underpin their essential business operations 

and ensure they stay relevant in a changing world.
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