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INTRODUCTION

Intelligent process automation (IPA). 
Neuro-symbolic artificial intelligence. 
Generative adversarial networks.

Depending on the extent to which your 
organization is employing artificial intelligence 
(AI) and machine learning (ML), a subset of AI 
— or are interested in doing so — terms like 
these may seem like exciting developments or 
a foreign language.

Either way, they represent only some of the 
many concepts that may soon become part of 
business vernacular as an increasing number 
of organizations integrate AI and ML into their 
overall strategies. 

In this eBook, we discuss what ML is and why 
so many organizations are eager to embrace 
this technology. We also cover some of the 
considerations for using ML to benefit your 
organization, specifically in terms of 
application development. 
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AI AND ML BY THE NUMBERS

When it comes to AI and ML, the statistics tell a compelling story.

By the year 2025, AI will 
become nearly a $191 

BILLION industry

20% of C-level executives report 
that ML or AI is an integral part of 
their businesses.

According to McKinsey’s State of 
AI survey published in November 
2020, half of respondents say their 
organizations have adopted AI in 
at least one function.

By 2035, AI will increase 
business profitability by 38% 

and boost economies by 
generating $14 TRILLION of 

additional revenue 

Forrester predicts that in 2021, 
more than a third of companies in 
adaptive and growth mode will 
look to AI to help with workplace 
disruption for both location-based, 
physical, or human-touch workers 
and knowledge workers working 
from home.

71% of executives consider 
AI and ML as the major 

game-changers that will 
disrupt both existing business 

models and the way we 
interact with technology
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Before delving into why so many organizations are interested in using AI and ML or expanding their use 
of these technologies, it’s important to understand what ML is — starting with its relationship to AI.

AI is an umbrella discipline that covers everything 
related to making machines smarter. AI systems fall 
into three types:

AN OVERVIEW OF AI

Artificial Narrow Intelligence (ANI) refers to a 
computer’s ability to perform a single task, such as 
looking up product information, exceptionally well.

Artificial General Intelligence (AGI) allows 
machines to learn, understand and act in the 
same way as humans in a given situation.

Artificial Super Intelligence (ASI) is a form of 
AI where machines are capable of exceeding 
human intellect. 
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MUST-KNOW DEFINITIONS

05



AN OVERVIEW OF AI

Along with computer vision, natural language processing 
(NLP), speech, and robotics, ML is considered one of 
the primary focus areas of AI. ML refers to the use and 
development of systems that can learn and adapt 
without explicit programming by using algorithms and 
statistical models to analyze & draw inferences from 
patterns in data.

Examples of applications of ML include image 
recognition, recommendation engines, fraud detection, 
medical image analysis, digital assistants, and 
self-driving cars. 
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MUST-KNOW DEFINITIONS

AI is used in everything from advanced quantum computing 
systems to consumer electronics, and is poised to transform 
just about every industry just as electricity did a century ago. 
According to PwC’s Global Artificial Intelligence Study, the 
use of AI will lead to an estimated $15.7 TRILLION increase 
in global GDP by 2030.

INCREASED PRODUCTIVITY WILL CONTRIBUTE
TO APPROXIMATELY 40% OF THE INCREASE;
CONSUMPTION WILL DRIVE 60%
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MUST-KNOW DEFINITIONS

DEEP LEARNING (DL) is a form of ML that is 
applied to large data sets. Inspired by the way a 
human brain processes information, DL systems 
help a computer model to filter the input data 
through layers to predict and classify information.

DL network architectures are classified into 
convolutional neural networks and recurrent 
neural networks. Convolutional neural networks 
are commonly used in image recognition. 
Recurrent neural networks are well suited to 
language processing and speech recognition.

AN OVERVIEW OF AI
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THE WHY AND HOW OF ML

It can transform data into knowledge
and actionable intelligence for real-time 
business decision making. By extracting 
information from data and learning from 
it, ML can help businesses make better 
decisions. 

It can be used to analyze data related to 
past behavior, such as customers’ purchase 
histories or how a network normally 
functions. That enables ML to inform things 
such as product recommendation engines 
or be used to identify network anomalies. 

It can automate various decision-making 
tasks, including in the software 
development process, to free up 
resources.

Why businesses are interested in ML:
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THE WHY AND HOW OF ML

In very simple terms, ML uses data to
train an algorithm — sequences of 

statistical processing steps — so it can 
answer a question or solve a problem by 
making accurate predictions when given 

fresh data. The algorithms adaptively 
improve their performance as the 

number of data samples available for 
learning increases. 

The output of a ML algorithm run on 
data is a model. The model represents 

what was learned by the ML 
algorithm, including any rules, 

numbers, or other algorithm-specific 
data structures required to make 

predictions.

HOW
ML WORKS
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THE WHY AND HOW OF ML

1. PROBLEM FRAMING
This first step is to frame a ML problem in terms of what we want to predict and what kind of observation data is available to 
make those predictions. Predictions are generally a label or a target answer. It could be a yes/no label (binary classification), a 
category (multiclass classification) or a real number (regression).

2. COLLECT AND PREPARE THE DATA
Next is to identify and collect data. The data used is critical. Domain experts are often used when gathering training data, as 
they understand the type of data needed to make sound predictions. Most ML algorithms, particularly in supervised learning, 
require labeled data. 

The data labeling process takes raw data, such as images or text files, and adds one or more informative labels to provide 
context so that a ML algorithm can learn from it. For example, labels might specify whether an image contains a cat or a tree. 
Because most data is unlabeled and data labeling is usually done by hand, the data labeling process tends to be 
time-consuming, expensive and prone to human bias. 

However, many companies are starting to make use of automated data labeling programs such as Amazon SageMaker Ground 
Truth. This service uses active learning whereby a learning algorithm can query a user interactively to label data with the desired 
outputs. This reduces the cost and time that it takes to label data compared to using only humans. 

Data must also be cleaned prior to being fed to an algorithm using processes such as deduplication, normalization, and 
error correction. 

In addition, the data must be transformed into a form that the ML system can understand. Machines can’t understand data in 
formats such as images or text. That means they must be converted into numbers. Depending on the ML application needs, a 
data pipeline may also be required.

Once the data is ready for use, it’s split into two portions: a larger one devoted to training and a smaller one that’s reserved for 
evaluation. The training data must contain the correct answer or solution, which is known as a target or target attribute.

Building a ML application is an iterative process and generally follows these steps.
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THE WHY AND HOW OF ML

3. ALGORITHM SELECTION
The appropriate ML algorithm is then selected. There are dozens to choose from, and each takes a different approach to learning. 
Finding the right one is partly trial and error, although the selection is influenced by the size and type of data you’re working with, 
the insights you’re seeking from the data, and how those insights will be used.

ML algorithms are generally classified into supervised, unsupervised, semi-supervised and reinforcement learning. Currently, 
most business-oriented applications use supervised ML algorithms. 

SUPERVISED ML 
Algorithms apply what has been learned in the past to new data using labeled examples to predict future events or 
behavior. Starting from the analysis of a known training data set, the algorithm produces an inferred function to make 
predictions about the output values. The system is able to provide targets for any new input after sufficient training.
The algorithm can also compare its output with the correct, intended output and find errors in order to modify the 
model. Supervised learning can be further segmented into classification and regression problems. A classification 
problem is when the output variable is a category, such as spam or not spam. A regression problem is when the 
output variable is a real continuous value such as future housing prices. The use of supervised ML algorithms 
requires large amounts of labelled data. 

UNSUPERVISED ML
Algorithms are employed when the training data isn’t classified or labeled. They’re used to draw inferences from 
datasets to describe hidden structures from unlabeled data. However, they don’t single out specific types of data. 
They simply look for data that can be grouped by similarities, or for anomalies.

SEMI-SUPERVISED ML 
Algorithms use both labeled and unlabeled data for training. The labelled data is used to partially train the ML model. 
The partially trained model is used to label the unlabeled data, a process called pseudo-labelling. The model is then 
trained using a mix of labelled and pseudo-labelled data.

REINFORCEMENT ML 
Algorithms interact with their environment by producing actions and discovering errors or rewards.
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THE WHY AND HOW OF ML

4. TRAINING
Training is iterative. Every time the algorithm is fed data, it learns patterns and maps between the feature and the label. This yields 
a model that can be used to predict on the unseen data. New data is fed to the algorithm, so it continues to “learn” and outputs a 
more finely tuned model. 

The learning can be linear or nonlinear, depending on the algorithm. Hyper parameters may affect the learning as well, such as 
training time such as learning rate, regularization, and batch size.

5. EVALUATION AND IMPROVEMENT
Once training is completed, the model is evaluated using the remaining data to assess its real-world performance. 

If the model isn’t doing well, the problem is classified as over-fitting or under-fitting. Over-fitting refers to scenarios in which a 
model performs well on the training data but not on the validation data. Correcting the situation may require regularizing the 
algorithm, decreasing input features, eliminating any redundant features, or using resampling techniques.

In the under-fitting scenario, a model performs poorly on both the training and evaluation data. It may be necessary to train with 
more data, evaluate different algorithms or architectures, use a greater number of passes, or experiment with the learning rate or 
optimization algorithm.

6. PREDICTION AND PRODUCTION
Once the model can draw its own conclusions based on its data sets and training, it can be deployed for prediction on real-world 
data in various applications.

Choosing how to deploy predictive models into production can be a complex endeavor. There are different ways to handle the 
lifecycle management of the predictive models, different formats for storing them, and multiple ways to deploy them. The choice 
of approach will be largely dependent on the specific use case and business requirements.
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WHY ML PROJECTS FAIL

On the surface, ML seems easy enough to execute and delivers numerous benefits. But there’s another
side to the ML story. 

According to a 2019 report from Pactera Technologies, despite increased interest in and adoption of ML in 
the enterprise, 85% of ML projects ultimately failed to deliver on their intended promises to business. And in 
a 2019 survey by Alegion and Dimensional Research, enterprise organizations engaged in AI or ML projects 
reported stalled progress on 78% of them before deployment. 
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WHY ML PROJECTS FAIL

CAUSES OF PROJECT FAILURE

So, what causes ML projects to fail? There are numerous factors that can contribute to the lack of 
success.

NO DATA STRATEGY.
According to the MIT Sloan 

Management Review, only 50% 
of enterprises with more than 

100,000 employees are likely to 
have a data strategy. A solid 

data strategy is critical because 
it enables an organization to 

understand:

How the data will 
be accessed and 

by who

Resource, budget 
and compliance 

requirements

What data it has and 
what problems can be 

solved or questions 
answered

How the data will
be gathered and 
prepared for use
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WHY ML PROJECTS FAIL

LACK OF LABELED DATA. 
Most data is unlabeled, meaning it hasn’t 
been tagged with labels identifying 
characteristics, properties or classifications. 
Supervised learning algorithms, which are 
used in most ML projects currently, required 
labeled data. As noted previously, the 
process of labeling data is time consuming 
and expensive. That creates a significant 
hurdle for many companies.

INSUFFICIENT DATA QUALITY AND 
QUANTITY.
Most companies have no shortage of data. 
The problem is their data is spread across 
numerous databases in multiple formats not 
suitable for analytics. The challenge increases 
even more when the organization is siloed, 
and the individuals involved — such as data 
scientists, data engineers, business 
intelligence specialists, and DevOps — don’t 
collaborate and share information. 

LACK OF LEADERSHIP SUPPORT.
When business leaders don’t understand how 
ML works and what it can and can’t deliver, 
they’re less likely to advocate for ML projects or 
authorize the necessary budgets and 
resources.

SHORTAGE OF SKILLS.
ML — and AI in general — are still emerging 
fields. Not surprisingly, there’s a lack of 
individuals with the necessary skills and 
experience. They’re difficult to find and 
expensive to recruit and retain.

UNREALISTIC PROJECTS AND GOALS. 
The excitement and promise of ML causes 
some companies to launch overly ambitious, 
improperly scoped projects that are expected 
to transform their organizations or products and 
deliver an oversized return on investment. 
These kinds of projects are expensive and take 
a long time to complete. Ultimately, business 
leaders tend to lose confidence in them and 
halt the investment.
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ML SUCCESS FACTORS

While there’s no prescription for a guaranteed successful 
ML endeavor, there are certain elements that can make 
success more likely. They include:

A data strategy and an understanding 
of how ML works and what advantages 
it can deliver

A properly scoped project with realistic 
goals, budget, and leadership support

Large amounts of data, preferably 
labeled

The resources to run an ML project, 
including experienced team members 
— whether in-house or outsourced.

Software tools for executing ML 
algorithms

Capabilities for collecting, storing, 
labeling, cleaning, quickly accessing 
and processing large volumes of data

A development platform, such as AWS, 
Baidu, Google, IBM, or Microsoft
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AI ETHICS

The rapid rise of AI and ML raised the general public’s attention to a number of ethical issues.
The eight principles of responsible ML, as stated by The Institute for Ethical AI & Machine Learning, include:

SECURITY RISKS
Develop and improve reasonable processes 
and infrastructure to ensure data and model 
security are being taken into consideration 
during the development of ML systems

TRUST BY PRIVACY
Build and communicate processes that 
protect and handle data with stakeholders 
that may interact with the system directly 
and/or indirectly

PRACTICAL ACCURACY
Develop processes to ensure that accuracy 
and cost metric functions are aligned to 
domain-specific applications

DISPLACEMENT STRATEGY
Identify and document relevant information 
so that business change processes can be 
developed to mitigate the impact toward 
workers being automated

REPRODUCIBLE OPERATIONS
Develop the infrastructure required to 

enable a reasonable level of reproducibility 
across the operations of ML systems

EXPLAINABILITY BY JUSTIFICATION
Develop tools and processes to continuously 

improve transparency and explainability of 
machine learning systems where reasonable

BIAS EVALUATION
Continuously develop processes that 

understand, document, and monitor bias 
in development and production

HUMAN AUGMENTATION
Assess the impact of incorrect predictions 

and, when reasonable, design systems 
with human-in-the-loop review processes

01

02

03

04

05
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07

08
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IN-HOUSE OR OUTSOURCE

There are numerous factors that will determine whether you should handle a ML project in-house or outsource 
it. If your company has a mature data strategy and a team of ML experts who have already successfully 
completed similar projects, keeping the project in house may make sense. If it doesn’t, the options are to 
build an in-house ML team or outsource.

Before deciding which path to choose, consider how many ML projects your organization will run.
If your company only has one specific problem that needs to be solved using ML, outsourcing would 
be a quicker, less expensive option. If you do plan to eventually build in-house ML capabilities, 
working with a third-party company that specializes in ML can help your in-house team gain 
experience in how ML projects work.

Also think about how quickly you need to run the ML project and implement 
its results. It takes time to create and staff an in-house ML team. 

What’s the market like for skilled data scientists 
and ML engineers in your area?

Outsourcing the initial project while building your 
in-house resources may be the way to go.

Do you have the budget and other resources for 
recruiting and retaining the necessary expertise?

Do you have a strategy for incorporating ML 
capabilities into an existing department or creating 

a dedicated AI or data science department?

Even if you do have in-house ML capabilities, 
outsourcing a ML project can yield a smoother 
development process; deliver quicker, quality 
results; and speed up time-to-market. 
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BENEFITS OF ML
PROJECT OUTSOURCING

No investment for hiring and training new or 
additional in-house personnel with ML expertise

Freed up internal resources that can be 
applied to other needs

Access to experienced professionals whose 
understanding of ML processes can shorten 
project timelines

The ability to leverage expertise that can yield 
more unbiased, creative problem solving and 
help you avoid costly, time-consuming mistakes

No additional costs for equipment and software 
as the solution provider’s team usually has 
everything necessary to run the project (with 
the exception of your data)
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CHOOSING AN ML
SOLUTION PROVIDER

If you’ve made the decision to outsource, conducting due diligence before choosing a solution provider
is essential.

LOOK FOR:

Proven experience.
It’s crucial that the solution provider you hire has experience in developing ML projects. If that experience is in your 
specific industry, all the better —particularly if it’s for a similar use case. Generally speaking, study the vendor’s portfolio. 
Review case studies and their results. Ask for referrals and follow up on them. Don’t hesitate to ask questions.

Broad expertise in ML and related technologies. 
There’s a wide range of programming languages, frameworks, tools, technologies, and development practices that can 
be used in ML applications. A vendor’s familiarity with and expertise in many of them can translate into faster, better 
project execution.

Platform expertise. 
Whatever platform you’ll be using, such as Amazon Web Services (AWS) or Microsoft, make sure the solution provider is 
well versed in its use. If that experience extends beyond ML application development, that’s a plus, particularly if the 
solution provider has earned a preferred partner designation because of its success in using that platform.

Scalability requirements. 
It’s important to select the firm with adequate capacity and resources to take on your project — now and to meet your 
project scalability requirements in the future.

An interest in your specific needs. 
For a true, trusted partnership, you want to work with a solution provider that puts your interests first. That requires open 
communication and a willingness to offer recommendations for better methodologies and solutions. Ask about the provider’s 
process. Is it a standard approach or customized to each customer’s needs? Is the provider flexible in how it works?
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THE CASE FOR AWS

One of the factors that may affect your choice of a solution provider is the platform you choose. 
Partnering with a provider with extensive experience working on your chosen platform can reduce 
project timelines. It can also provide you with the benefits of “lessons learned” and 
problem-solving insights that only come from experience.

One of the most popular platforms to consider is AWS. Gartner’s AI Developer Services report 
cited AWS as the highest-ranked leader in terms of both vision and ability to execute, where it 
outperformed Google, IBM, and Microsoft for AI developer services, including those for ML.
The firm was praised for its wide range of services, including SageMaker AutoPilot, which 
automatically generates ML models. 

AWS is known for the broadest and most in-depth service capabilities in the cloud AI space. 
Developers without ML skills can use pre-trained AI services with continuously learning APIs, while 
those with more experience who want more advanced functions can deploy AWS’s fuller-featured 
ML platform. 

AWS also offers pre-trained AI services for computer vision, language, recommendations, and 
forecasting to build, train, and deploy ML models at scale. Tools that facilitate AI-based services 
include Amazon CodeGuru, Amazon Fraud Detector, Amazon Lex, Amazon Polly, Amazon Textract, 
and Amazon Comprehend, among others.

AWS also offers courseware and consulting services for developers and organizations looking for 
more expert guidance on ML projects.
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ClearScale has extensive experience in the
latest and most popular ML and AI frameworks, 
libraries, platforms, and programming languages. 
That experience is supplemented by deep-seated 
expertise in software architecture best practices, 
DevOps, automation, data science, and more.

As an AWS Premier Consulting Partner, 
ClearScale also possesses proven expertise in 
using both the AWS Cloud and AWS services to 
develop AI- and ML-powered solutions. Whether 
it’s Amazon Forecast to more accurately forecast 
supply chain demand or Amazon Personalize to 
deliver tailored search results, ClearScale is well 
versed in identifying and implementing the right 
AWS services to solve specific business needs.
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CLEARSCALE AND ML

Few companies can maintain in-house expertise in AI and ML. Finding a third-party application development 
company that knows how to apply these technologies can be difficult, even with access to broad portfolios 
of AI and ML resources like AWS offers. 
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CLOUD NATIVE MACHINE LEARNING

It takes a lot of time to put ML solutions into production. That means the costs of monitoring and operations 
support are quite high.

ClearScale has a verified track record of providing cost-effective ML and AI operations solutions (known as 
MLOps/AIOps). Utilization of modern ML platforms based on AWS SageMaker, and a number of other managed 

ML services, can reduce the time to deploy the model to mere days, or even minutes, if the proper CI/CD MLOps 
solution is developed. Costs to monitor and continuously improve ML solutions are significantly decreased through 
the serverless cloud native approach where engineers work on solving business problems, rather than managing 

clunky deployment strategies.
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ML AND AI-POWERED
SOLUTIONS IN ACTION

Numerous real-world case studies attest to ClearScale’s expertise in the ML and AI space. The following are 
just a few of them.

Amazon Personalize Enables Retailer to Build 
Powerful Recommendation Engine

A wholesale flower distributor needed to enhance its 
customers' online shopping experiences. ClearScale 
developed a ML-driven recommendation engine that 
delivers product recommendations aligned with 
shopper preferences. 

Machine Learning Saves Time and Reduces Errors 
for Medical Coding with One App for Four OSes

Working with ClearScale, Creative Practice Solutions 
developed an application that uses AI, ML, and DL to 
help improve the efficiency and accuracy of the 
medical coding process.

Spartan Capital Intelligence Develops New Finance Application That Sources Market Intelligence From The Web

ClearScale developed a scalable data lake solution to govern the data of this financial advisory firm. This cutting-edge, 
AWS Forecast solution can gather and process real-time market intelligence to estimate stock market movements. 
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START YOUR ML PROJECT TODAY

If your organization is interested in using AI-powered applications – including those that employ ML - to 
generate powerful business results, ClearScale can help. We can assess the various options and architect a 
solution that best meets your needs.

If AWS is your platform of choice, you’ll enjoy even greater confidence in our capabilities because we’re an 
AWS Premier Consulting Partner. We have extensive experience in building applications on AWS, including 
those that employ ML.
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